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REALIZATION OF PARALLEL COMPUTING ON THE BASIS
OF THE CUDA HARDWARE-SOFTWARE STACK

AHHoTauuAa. B ganHon pabote nogpobHO onncaHa npobrnematuka peanv3aumy napannernb-
HbIX BbIYMCIIEHUIA HA OCHOBE NporpamMmmHo-annapaTHoro cteka CUDA. B Hell npon3BeéH BCECTOPOH-
HWUI aHanu3 Kr4deBblX acnekTtoB ncnonb3osaHmsa CUDA ang napannensHOro nporpammMupoBaHns u
o6paboTkn aaHHbIX. B paboTe nogpobHO paccmartpuBaeTcsa CTpykTypa apxutekTypbel CUDA, onuchbl-
BaeTCsl MoAeNb NPOrpaMMMPOBaHNSt U NPOLLECC ONTUMU3ALIUM.

KnioueBble cnoBa: napannenbHble BbluncneHus, CUDA, rpadmyeckne npoueccopbl, onTu-
MU3auusi, MPON3BOAUTENBHOCTb.

Abstract. This paper describes in detail the problems of implementing parallel computing
based on the CUDA hardware and software stack. It provides a comprehensive analysis of the key
aspects of using CUDA for parallel programming and data processing. The paper examines in detail
the structure of the CUDA architecture, describes the programming model and the optimization pro-
cess.

Keywords: parallel computing, CUDA, graphic processors, optimization, performance.

PacTywme TpeboBaHus K NpOM3BOAUTESNBHOCTU BbIYUCIIUTESbHBIX CUCTEM MO-
pOXOAT HEOOBXOAMMOCTb MCNONb30BaHUA NapanfesibHbIX BblYUCIIUTENbHBIX apXu-
TekTyp. OgHUM U3 NUAMPYIOLWMX peLleHnin B 9Ton obnacTtu sBnseTcs nporpaMmmHo-
annapatHbii ctek CUDA ot komnaHum NVIDIA, no3sonstowmnmn adeKTUBHO UCMNOSb-
30BaTb BblYUCNUTENBHbIE MOLLHOCTU rpadmyeckmx npoueccopos (GPU) ons Beinon-
HEHWs1 MacCMBHO-MNapannenbHbIX BbIYUCIEHNIA.

MapannenbHble BbIYUCIIEHUS CTanu BaXHEWLWMM aneMeHToM Bnarogapsi cBo-
€ CrnoCcoBHOCTN BbINOMHATE MHOXECTBO BbIYMCIEHUA UMW MPOLIECCOB OAHOBPEMEH-
HO. BaXHbIM UrPOKOM B pasBUTUN N peanu3auumm napanferbHbliX BbIYUCNEHUA SBNS-
eTcd nporpammHo-annapatHbein ctek CUDA. Llenb 3Toro ovepka - BHUKHYTb B TOHKO-
CTM peanu3aumm napanfenibHblX BblMUCIEHUA C  MOMOLLLIO  NPOrpamMmMHO-
annapatHoro cteka CUDA, n3yu4nTb ero CTpyKTypy, LUMPOKUI CNEKTP NPUMEHEHMUS 1
MHOrOYMCIEHHbIE NPEUMYLLECTBA.

Korga mbl roBopyM O napannesibHbIX BbIMUCIIEHUSIX, Mbl UMEEM B BUAOY TUI
BbIYMCNEHUN, MPU KOTOPOM HECKOSIbKO BbIYUCIIEHUA UITM MPOLIECCOB BbINOJTHAKTCA
OLHOBPEMEHHO. VIMEHHO Takoe O4HOBPEMEHHOE BbINOSIHEHUE 3aday no3sonset 60-
nee apeKkTMBHO pewaTtb 6onblune n crioxHble npobnembl. Kakum obpasom? Pas-
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buBasa ux Ha bonee menkue u ynpasnsemMble KOMMOHEHTbI, KOTOPbIE MOXHO peLlaTb
napannesnsHo.

MapannenbHble BbIYMCINEHNS CYLLECTBYIOT B pa3fuyHbIX dopMax, Kaxaas u3s
KOTOPbIX MMeeT CBOM YHUKalbHblE XapakTepuUcTuKn 1 npemmyllectsa. Napannenvam
Ha ypoBHe BUTOB, Hanpumep, yBernvynBaeT pasMep CrioBa npoleccopa, YTo No3Bo-
ngeT ogHoBpeMeHHO obpabaTbiBaTh Oonblle AaHHbIX. CyLlecTByeT Takke napanne-
NN3M Ha YPOBHE WHCTPYKLMIW, KOTOPbLIN HanpaBfneH Ha YMEeHbLUeHNne BpeMEHU OXn-
AaHWS BbINOMHEHUS] MHCTPYKLUMIA 3@ CHET UX OAHOBPEMEHHOIO BbIMOMHEHMS.

Mapannenuam gaHHbIX - 3TO elle ogHa hopma, KoTopas npegnosiaraeT O4HO-
BPEMEHHOE BbIMOMHEHME OOHOW U TOW Xe (OYHKUUN B HECKOSNbKMX TOYKaxX AaHHbIX.
Mapannenuam 3agad, ¢ Opyron CTOPOHbI, NpeanonaraeT O4HOBPEMEHHOE BbINOSHe-
HWe pasnuyHbIX PYHKLUUIN HA OOHUX U TeX Xe UK pasHblX AaHHbIX.

OcHoBHOE npeuMyLLecTBO NapanfenbHbiX BbIYUCIIEHUI 3aki4yaeTca B WX
CMOCOBHOCTN 3HAYMTENBbHO COKpaTUTbL BpeMsi, Heobxoanmoe AN pelleHns 3agayu.
OHM NO3BONSAIOT BbINOMHATL CMOXHbBIE BbIYUCIIEHUS U 3a4a4ym ropa3go beicTpee, Yem
9T0 6bIfI0 Bbl BO3MOXHO NPU MUCNOSIb30BaHUKM NOCreAoBaTeNbHbIX BbIYUCNEHUA. ITO
NPUBOAUT K MOBbIWEHNIO 3PAEKTUBHOCTM U NPOU3BOAUTENBHOCTU, YTO AenaeT UX
npeanoyYTUTENbHLIM BEIOOPOM Ans MHormx [1].

B ocHoBe peanusaumn napannenbHbIX BbIMUCNEHUA NEXUT NPOrpamMMHO-
annapatHbii ctek CUDA. Compute Unified Device Architecture (CUDA) - aTto nnat-
dopma gnsa napannenbHbIX BblYUCIIEHUA U MOAESNb UHTepdenca NpUKNagHoro npo-
rpammupoBaHus (API), cosgaHHas komnaHuen Nvidia. OHa nossonsieT paspabotum-
KaMm nporpamMHOro obecneyeHus U MHXeHepaMm WMCNoNb3oBaTb rpaduyeckun npo-
ueccop (GPU) c nogaepxkonn CUDA ana ob6paboTkm AaHHbIX 0OLero HasHavyeHus -
Takon noaxon HasbiBaetca GPGPU (General-Purpose computing on Graphics
Processing Units).

Ctpyktypa nnatcopmbl CUDA o4veHb nHTepecHa. OHa COCTOUT M3 NporpamMm-
HOro cnos, Kotopbln obecneuvBaeT nNpsAMOM OOCTYN K BUPTyanbHOMY Habopy WH-
cTpykumi GPU n napannenbHbIM BblYMCNUTENBHBIM 3niemMeHTaM, obnerdyasi Bbinos-
HeHne BbluMcnMTENbHbIX agep. MNpole roBopsi, oHa No3BonsieT paspaboTynkam uc-
nonb3oBaTb BO3MOXHOCTM GPU He Tonbko Ans peHaepuHra rpadukn. 1o OTKpbIBa-
eT nepep paspaboTynkamMmm BO3MOXHOCTU AN UCNONb30BaHUSA ero B 6o5ee CnoXxHbIX
3agadax, Tpedyrowmnx 60bWnX 06 bEMOB AaHHbIX.

YHuBepcanbHOCTb NporpaMmHo-annapaTtHoro cteka CUDA nposiBnsieTcsa B ero
LUMPOKOM NPUMEHEHUN B pas3nuyHbix obnactax. Hanpumep, B BbIMMCANTENBHBLIX (OU-
HaHcaX OH UCMNONb3yeTcsa ANs NPOBEAEHUST CNOXHbIX CUMYNSILUMIA N OLEHKN PUCKOB.
AHanorn4yHo, B BbIYNCNIUTENbHOW BMOMOrMM OH UrpaeT BaXKHENLW Y ponb B 06paboT-
ke 60NbLUMX MAacCUBOB AAHHbLIX W BbIMOMHEHUM CINOXHbIX anropuTMOB AN NOHUMa-
HUS BoNorm4yeckmx npoLeccos [2].

Cdepa 06paboTkn nsobpaxeHnnm n BUAEO TaKKe BbIMIPbiBAET OT UCMONb30-
BaHms CUDA. Ee cnocoBHOCTb BbINOMHATL NapansienbHble BblMUCIEHUST 3HAYUTESb-
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HO COKpallaeT BpeMsi, Heobxoanmoe AN MpoLeccoB peHAepuHra u pedakTupoBa-
HUS. Bbicokas BbluMCnMTENbHAA MOLLHOCTb No3BoONsAeT bbicTpee obpabaTbiBaTh OT-
AerNbHble NMUKCENN, YTO NPUBOANT K YCKOPEHMIO 06paboTkm nsobpaxkeHui n Buaeo.

OgHum mn3 ocHoBHbIX npeumywliects CUDA, 3acnyxuBarowmx YnoMUHaHUS,
ABNAeTCA ee noTeHuman Angd noBblleHUs 3P(EKTUBHOCTU BbIYUCIEHNA, OCOBDEHHO
ANA MPUMOXeHU, TpebylLwWwmx 3Ha4YUTENbHOM BblYMCANTENBHOM MoLHOCTU. OHa
npenocraBnseT NpocTon UHTepdenc n abecTpakumm gna ynpasneHus napannenuns-
MOM. B coyeTaHun ¢ maccuBHbIM napannenuamom GPU 3To no3BonsieT 3HavuTenb-
HO MOBbLICUTb MPOM3BOAUTESTILHOCTb MHOMMX TUMOB BbIYUCIIEHNIA.

Pa3BuTre Haykm 1 TEXHONOMMN B NocneaHne OecATUneTUs HepaspbiBHO CBS-
3aHO C POCTOM BbIYUCAUTESNBHbLIX MOLLHOCTEN KOMMNbLIOTEPHbLIX cuctem. MHorne co-
BPEMEHHbIE 3alayu, Takue Kak MogennpoBaHue unandecknx nporeccos, obpaboTka
BonbLWKX JAaHHbIX, MALUMHHOE 0ByYeHne n ap., TPeOYT OrPOMHbIX BbIYUCIIUTENbHbBIX
pecypcoB. [1ns yooBneTBOpeHUst 3TUX NOTpebHOCTEN NOCTOAHHO BeayTCcHa pa3paboT-
K/ B 0611acTu NOBbILWEHNS NPON3BOANTENBHOCTU BbIYMCINTENBHBIX cnuctem [3].

OpHvm 13 Hambonee nepcrnekTUBHbIX HanpaBreHun SBnNseTca napannensHas
obpaboTka OaHHbIX, OCHOBaHHas Ha MCMOMb30BaHUN MHOMOMPOLLECCOPHbIX CUCTEM.
MapannenbHble BbIYMCNEHUA MO3BOMAKT pacnpedendTb 3adadn Mexgy MHoXe-
CTBOM BbIYMCIUTENbHbLIX SAEp, YTO CYLLECTBEHHO MoBbilWaeT obuy npousBoau-
TENbHOCTb NO CPaBHEHWUIO C NocrnegoBaTenbHon obpaboTkon. KnoueBbiM acnektom
ahheKkTMBHON peanusaunn napannenbHbiX BblMUCNEHUIN SBNSIETCA BbIOOp COOTBET-
CTBYHOLLEN NpOorpaMmMHo-annapaTHon nNnaTtgopmbl.

B nocnegHue rogel ocobyro nonynsapHOCTb B 06ractv napannenbHbIX BblYUC-
neHun npuobpenn rpadunyeckne npoueccopbl (GPU), nsHayanbHo paspaboTaHHble
ans obpaboTkm rpacduyecknx gaHHblx. CoBpemeHHble GPU cocTtoaT na coteH u aa-
Xe TbICAY BblMUCIUTENBHbIX SAep, CNOCOBOHbIX BbIMNOMHATL NapasnnenbHble Bbluncne-
HUS C BbICOKOW cTeneHblo acpdektnBHocTn. Komnanus NVIDIA, ognH n3 nuaoepos B
obnactn rpaduyeckmx pelleHun, co3gana nporpammMmHo-annapatHbii ctek CUDA
(Compute Unified Device Architecture), nossonsiowmin nporpammmcTamMm MUCnosnb30-
BaTb BbluMCnMTENbHble MowwHOoCcT GPU ansa peleHns obwmx BblMUCUTENBHbIX 3a-
aau.

Pewenune guddepeHumanbHbIX YpaBHEHNN, ONUCHIBAKOLLMX TEXHOMOrMYecKne
NpoLecchl, ABMSETCA OQHON M3 BaXHbIX obnacten npuMeHeHus napanfenbHbiX Bbl-
YMCNEHNN Ha rpadmyecknx npoueccopax C ucnosnb3oBaHnem TexHonorun CUDA.
PaccmoTtpum nogpobHee noaxopn K pa3paboTke Takux peLleHun.

OndbdepeHumanbHble YpaBHEHNSA YacTO UCMOMb3YOTCA AN MOAEeNMpoBaHUs
ANHAMUYECKNX CUCTEM, TaKMX Kak pacrnpoCTpaHeHue Tenmna, TeYeHue XUOKOCTEWN,
pacrnpocTpaHeHne BOSIH U MHOIMMX OpYrux pmsandecknx nporeccoB. YucneHHoe pe-
LWEHNEe 3TUX YpaBHEHWUA TpebyeT 3HaAYUTESbHbIX BbIYUCIUTESNBHbBIX PECYPCOB, OCO-
BGEHHO Npu BbICOKMX TPeBOBaHMSX K TOYHOCTU U paspeLLEHmIO.

49



Mpadmnyeckne npoueccopbl (GPU) ¢ nx MaccuBHO-napanienbHON apXnTekTy-

pon maeanbHO noaxogaT angd peweHus Takux 3agad. CUDA npepocraBnsieT npo-
rpaMMmncTam BO3MOXHOCTb 3EKTUBHO pacnapannenueaTb BblumcreHmns Ha GPU,
YTO MO3BONSET CYLLECTBEHHO YCKOPUTb pelueHne anddepeHunanbHbIX ypaBHEHUN
MO CpaBHEHWO C TPaAWUMOHHBIMW MOCredoBaTellbHbIMU peanu3aunsamMm Ha LeH-
TpanbHbIX npoueccopax (CPU).

PaspaboTtka pelweHna gnsa gudpdepeHumnanbHbiX ypaBHEHUI C UCMNOSb30Ba-

Hnem CUDA 06bI4HO BKIHOYAET CcrieaytoLimMe OCHOBHbIE Laru:

1.

Aunckpetnsaums ypaBHeHus. [lepBbiM Warom sBnsetca npeobpasoBaHue
AndpdoepeHumanbHOro ypaBHeEHUS B OUCKPETHYH doOopMy, MPUrogHyr Ons
YMCIIEHHOMO peLleHns. ATO MOXeT BbITb AOCTUHYTO C MOMOLLLIO Pa3fNYHbIX
METOLOB, TakuX Kak MeTo[ KOHEYHbIX pa3HOCTEN, MeTo[ KOHEYHbIX 3NeMeH-
TOB WUNn cnekTpanbHble MeToabl. Boibop MeToaa 3aBUCUT OT xapakrepa ypas-
HEeHWs1 U TpebOoBaHWN K TOYHOCTH.

Pacnapannenueanue BbluMcrieHnn. Nocne guckpetTnsauumn ypaBHEHUS HEOb-
XoOMMO paspaboTaTb napannenbHbii anroputMm ans ero pewexns Ha GPU.
OTO gocTuraeTcsa nyteM pacnpefeneHusi BbIYUCIEHUN MeXOy MHOXEeCTBOM
notokoB CUDA, kaxablh N3 KOTOPbIX OTBEYAET 3a BbIMUCIIEHWE 3HAYEHUI B
onpefeneHHbIX ToYKax NPOCTPaHCTBEHHO-BPEMEHHOW CETKMU.

OpraHusauusa gaHHbix 1 goctyna K namsatu. O4HUM M3 KIOYEBbIX acrnekToB
ahdekTnBHom peanunsauum Ha GPU sBnsieTca onTMMmmnaaums goctyna K nams-
TM. HeobxogmMmo TwaTenbHO CNpOeKTMpoBaTb CTPYKTYPbl AAHHBIX U pacnpe-
AeneHne AaHHbIX Mexay pasnuyHbiMu Tvnammn namsatu GPU (rnmobanbHas,
pasgensiemasi, TeKCTypHas) ANnd MUHUMMU3aLMK 3aepXeK U MakCUmaribHOro
MCNOSb30BaHMSA NPOMYCKHOW CNOCOBHOCTM NamMsaTL.

Anpa CUDA. OcHoBHas yacTb BblumcreHun peanmnsyetca B Buae sgep CUDA
- cneymarnbHbIX YHKUWIA, BbINOMHAEMbIX NapanfiesisHoO Ha MHOXeCTBe MOTo-
koB GPU. Agpa CUDA pomxHbl ObiTb TWATENbHO CNPOEKTUPOBAHbLI C Y4ETOM
cneundukn peliaemon 3agayum n apxmtektypbl GPU ana goctmkeHus makcu-
MarnbHOW NPON3BOAUTESTbHOCTN.

O6paboTka rpaHuy, 1 rpaHnyHbIX ycnosuin. Npu peweHun guddepeHymnans-
HbIX YpPaBHEHUN 4acTo HeOOXOAMMO YyYUTbIBaTb FPAHUYHbIE YCNOBUS, OMUCHI-
BaloLLMe noBefeHNEe CUCTEMbI Ha FpaHnLax pacyeTHonm obnactn. 3Tn ycrnosus
AOSDKHbI OblTb MPaBWUMbHO peanu3oBaHbl B napaniefibHoOM anroputMme, 4To
MOXeT noTpeboBaTb OOMOMHUTENBHOM 0B6paboTKM AnsA MOTOKOB, pacnosio-
KEHHbIX BOMM3KM rpaHuL.

Bepudurkaums v sanngaums pesynbTtaToB. [ocne paspaboTku napannensHo-
ro peweHus HeobxoaMmo MPOBECTU TLiATEeNbHYK Bepudukauuio 1 Banuga-
LU0 MNONYYEHHbIX pe3ynbTaToB, CPaBHMBAs UX C aHANUTUYECKUMU pPELLEHNS-
MU UAN APYTMMW YUCIIEHHBIMW MeTo4aMKn. OTO NO3BONUT rapaHTMpoBaThb Kop-
PEKTHOCTb peanu3auun u TOYHOCTb BbIYUCIIEHUN.
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7. OnTumMnsaums NpousBoauTernbHOCTU. [ANna OOCTWXKEHUS MakCcMMarnbHOW Mpo-
nssogmntenoHoctn Ha GPU vacto TpebyeTca npuMeHeHue pasnuyHbIX OnTu-
MU3aLMOHHbIX CTpaTerMm, Takux Kak onTuMusauus AocTyna K namsTtu, pac-
npeneneHns pecypcoB U MUCMNOMb30BaHUA cneuuanbHbiX UHCTpykuun GPU.
MHcTpymeHTbl npodunmpoBaHna CUDA mMoryT NnomMoudb BbiSIBUTb Y3KMe MecTa
N HanpasneHus ansa ontTummsauum [4].

CnegyeT OTMETUTb, YTO paspaboTka 3PdEKTUBHLIX pelleHun ans aundde-
peHumanbHbiX ypaBHeHU Ha GPU ¢ ncnonb3oBaHmem CUDA mMoxeT ObiTb CHOXHON
3agadven, Tpebytowen rnybokoro noHnmanus apxutektypbl GPU, nporpammHon mo-
aenn CUDA n MeToaoB YMCNEHHOro pelleHust ypaBHeHun. OgHako OOCTUKUMbIE
YCKOpPEHWS MO CpaBHEHWUIO C TpaauMUMOHHbIMU peanusaumsammn Ha CPU genatoT aTOT
noaxon npuenekatenbHbIM AN LWWMPOKOro Kpyra 3agay MOAennupoBaHUs TEXHOSOM-
YeCKnX NpPoLEeCcCoB.

TexHonorms CUDA ocHoBaHa Ha WCMOMNb30BaHMM Cneuvann3npoBaHHbIX
YHKUUIN, KOTOpble AOCTYNHbI aapaM. OHW BbINOMHAKTCA NapanfenbHO Ha rpadu-
YeCKOM npoueccope B KavyecTBe pasfiMyHbiX MOTOKOB. Takum oBpasoM Mbl MOXEM
YCTaHOBUTb CBA3b A4p0 — aHanoroBas (yHKUMSA. [1OTOKM pasgeneHbl no sapam u
BbINOJSTHAOTCSA C UCNOSIb30BaHMEM CBOMX MHAMBUAYANbHbLIX MHCTPYKUMIA U NTOKaNbHOW
namaTn. pynnupoBKka NOTOKOB OAMHAKOBOrO pasmepa W nocnegyrowiee mx pacnpe-
AeneHne no pasnuyHbiM MynbTUNpOLIeCCOpaM NO3BOMSET HAM U3BMEeYb Makcumarib-
HYI0 3P(EKTUBHOCTb OT Kaxgoro u3 aaep. OrpaHuMyeHve 4ducra NOTOKOB B Lienu
MOXHO YTOYHUTbL Npu nomown dyHkumin API. OcHoBOW siIBNsieTCA Ka4eCcTBO B3aMMO-
AENCTBUS NOTOKOB BHYTPM obOLero 6rnoka faHHbIX, NpyHagnexawmx otaenbHOMY
agpy. OHo no3BonsieT Ham 3PEKTUBHO B3aMMOAENCTBOBATb C NamMmATbio, gobusa-
SICb CUHXPOHM3aLNN.

CUDA npegctasnsieT cobor nporpammMmHo-annapaTtHyr0 apxXuTekTypy, paspa-
6oTtaHHyto NVIDIA ons peanusaumm maccuBHO-NapannenbHbix BblumcneHmin Ha GPU.
OHa BknoyaeT B cebsi annapaTHy YacTb, COCTOSILLYIO U3 ChneuManm3vpoBaHHbIX
BbluMcnuTenbHbIX saep Ha GPU, n nporpammMHyto 4acTb, NpeacTaBnsioLlyo cobon
paclumpeHne A3bIKoB nporpammupoBaHus C n C++ ana HanucaHus napannenbHbIX
nporpamMmm.

Npadmnyeckne npoueccopbl NVIDIA, noggepxusarowme CUDA, cogepxat
MHOXECTBO BblYUCUTESbHBIX 94ep, 060beAMHEHHbIX B TaK Ha3blBaeMble MyJibTUNPO-
yeccopbl (Streaming Multiprocessors, SM). Kaxgblni MynbTUNPOLECCOP COOEPXUT
HEeCKObKO NOTOKOBbLIX npoLueccopoB (Streaming Processors, SP), koTopble ABASHOT-
Csl OCHOBHbIMMW BbluncnuTenbHbiMKM eguHuuamm GPU. Kpome Toro, Ha GPU npucyT-
CTBYIOT pasfnyHble TUMNbl NaMsTH, TakMe Kak:

1. MobanbHasa namaTb: 6onblwon 06beM NamMsaTh, AOCTYNHbIA ANSA YTEHUS U 3a-
nncu Bcemu notokamm Ha GPU.
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2. Paspgensemasa namatb: HeOOMbLLUOM 00BbEM NaMATU C HU3KOW NATEHTHOCTLIO,
AOCTYNHbIA ONS YTEHUS M 3arnMcyn NOTOKaMmn BHYTPWU OAHOMo MynbTUNPOLLECCO-
pa.

3. PeructpoBas namsaTb: Habop perncrpos, UCMOMNb3YyeMbIX ANA XpaHeHUs 1o-
KanbHbIX NepeMeHHbIX NOTOoKa.

4. KoHCTaHTHas namsTb: Kalmpyemas obnactb NaMaTu ANa XpaHeHUs KOHCTaHT,
AOCTYNHbIX AN5 YTEHUS NOTOKaMW.

5. TekcTtypHasa namaTtb: kawmpyemasa obnactb namaTn, oNnTUMU3MPOBaHHAA ANd
A0CTyna K AaHHbIM MO MacCCUBHbIM LWabnoHam.

CUDA nosBonsieT nporpammuicTaMm nucaTb NapannenbHbii KoA, WUCMonb3ys
pacwmpeHns a3bikoB C n C++. OCHOBHOM eanHULEN napanfienbHblX BblMUCNEHUN B
CUDA gaBngsetca agpo (kernel) - cneunanbHasa pyHKUMSA, KOTOpas BbINOMHAETCS OA-
HOBpPEMEHHO Ha MHoxecTBe noTokoB GPU. NMoTokn o6beanHaoTcsa B 6noku (blocks),
a 6noku - B ceTky (grid) [2].

Korga nporpamma CUDA 3anyckaeT sgpo, OHa onpenensieT KoHdurypaumo
ceTku 1 6n1oKoB, a Takke nepegaeT Heobxoammble AaHHble 13 namatn CPU B namaTtb
GPU. 3atem kaxablhi NOTOK BbIMOSHSAET CBOK YacTb BbIMMUCIIEHUA MapannenbHo C
Apyrumu notokamu. ocne 3aBeplueHust BbIMUCIEHNA pe3yrbTaTbl MOryT OblTb CKO-
nMpoBaHbl obpaTHO B namsaTe CPU.

BbligensoTca cnefyowme KnoyeBble acnekTbl nporpaMmmHon mogenn CUDA:

1. Wepapxunsa NOTOKOB: MNOTOKN OpraHM3oBaHbl B MepapXnU4ecKyto CTpyKTypy 6rno-
KOB W CETOK, YTO no3soniseT adeKTUBHO pacnapannensaTb BbIYUCNEHNSA U
yrnpasnaTb AOCTYNOM K NaMATH.

2. Pasgensemasa namaAtb: NOTOKW BHYTPW OOHOro Groka MOryT COBMECTHO UC-
nonb30oBaTb pasfgensemMyto namaTb Ans obMeHa JaHHBIMU U CUHXPOHU3ALMUMW.

3. Bbapbepbl CMHXPOHU3ALMN: MEXaHU3Mbl CUHXPOHM3aLMK, NO3BONSAIOLWNE KOOP-
AVNHMPOBAaTb BbINOSIHEHWE NOTOKOB BHYTPY Broka.

4. Bsanmopgencrteume yCTPOMUCTB: MEXaHU3Mbl Nepefayun SaHHbIX MeXay NamMsTbio
CPU (xocT) n namsateto GPU (ycTponcTBO).

OgHuUM 13 NpocTenwmx NpumepoB napannenbHbiX BblumcreHmn ¢ CUDA sB-
nsieTca onepauns BEKTOPHOrO CNoXeHust ABYX BEKTOPOB. Kaxabi NOTOK B 3TOM CIly-
Yae OTBeYaeT 3a CroXeHne COOTBETCTBYIOLLNX NIEMEHTOB BEKTOPOB.

__global__ void vecAdd(float* a, float* b, float* c, int n)

{
int idx = blockDim.x * blockldx.x + threadldx.x;
if (idx < n)
c[idx] = a[idx] + b[idx];
}
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B naHHoMm npumepe aapo vecAdd BbinonHAeTCs napannenbHo MHOTMMU MOTo-
kamn. Kaxkgbl NOTOK onpeaeniset cBou nHAekc idx B COOTBETCTBUM C €ro nosvuunen
B ceTke 65okoB M BHYTpM Onoka. 3atemM MOTOK BLINOSHAET CHOXEHUEe 3NIEMEHTOB
BEKTOPOB a 1 b ¢ COOTBETCTBYOLLUMM MHAEKCOM U 3annCbiBaeT peaynbTaTt B BEKTOP C.

MaTpuyHoe yMHOXeHue: [pyrum pacnpocTpaHeHHbIM MPUMEPOM SBISIETCH
onepaumsa yMHOXeHus maTpuy. B gaHHOM cniydae kKaxabii NOTOK OTBeYaeT 3a Bbl-
YUCNEHNE OOHOro 3fEMEHTa pPe3ynbTUPYOLWEN MaTpuubl NyTEM BbINOSIHEHUS CKa-
NAPHOro NpPou3BeneHNs1 COOTBETCTBYIOLLIEN CTPOKM M cToNbua NCXOOHbIX MaTpuL.

__global__ void matMul(float* a, float* b, float* c, int M, int N, int K)
{

int row = blockldx.y * blockDim.y + threadldx.y;

int col = blockldx.x * blockDim.x + threadldx.x;

if (row <M && col < N) {
float sum = 0.0f;
for (inti=0; 1 <K;i++)
sum +=afrow * K +i] * b[i * N + col];
c[row * N + col] = sum;

B atom npumepe agpo matMul 3anyckaeTca ¢ koHdurypaumen cetkm n éno-
KOB, COOTBETCTBYIOLLEN pasmMepaM UCXOOHbIX MaTpuy. Kaxablh NOTOK onpedenser
CBOW MHAEKChI CTPOKM row 1 ctonbua col B pesynbTupytowen marpuue. 3ateM nNoToK
BblumcnsieT anemeHT c[row * N + col] nyTem nepeMHOXeHNA COOTBETCTBYHOLLEN CTPO-
K/ MaTtpuubl a 1 ctonbua matpuubl b ¢ UCNonb3oBaHWEM UMKNa N5 CYMMUPOBaHNA
NpPoOu3BEeSEHNIN SNEMEHTOB.

O6paboTka nsobpaxenun: CUDA Takke LUMPOKO npumeHsieTcs ans obpaborT-
KN N306paxkeHnin N KOMMNbIOTEPHOro 3peHus. OQHUM M3 NMPUMEPOB MOXET CYXUTb
NPUMEHEHNE CBEPTKN AN BblAeNeHUs rpaHuL Ha n3obpaxeHnn.

__global__ void sobelFilter(unsigned char* in, unsigned char* out, int width, int
height)
{

int X = blockldx.x * blockDim.x + threadldx.x;
int y = blockldx.y * blockDim.y + threadldx.y;

if (x >=width || y >= height)
return;
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/I MpumeHeHne sagpa ceepTkn Cobens
intgx=0, gy =0;
for (intj=-1;j<=1;j++) {
for (inti=-1;i<=1; i++) {
int pos = (y +j) * width + (x + i);
gx += in[pos] * sobelX[j + 1][i + 1];
gy +=in[pos] * sobelY[j + 1][i + 1];

int g = sqrt(gx * gx + gy * gy);
out[y * width + x] = (unsigned char)min(g, 255);

B atom npumepe sapo sobelFilter npumenset domnbtp Cobens ansa Bbigene-
HUSA rpaHUL, Ha BXOOHOM Mn3obpaxeHun in. Kaxabii noTok obpabaTbiBaeT oguH MuUK-
cenb M30bpakeHusi, BbIMMCIANA rpagnueHTbl gX U gy NyTEM CBEPTKM C sgpammn sobelX
n sobelY. 3aTtem NoToK BblYMCNSET 00LLYI0 BENNYMHY rPpaaneHTa g U 3anucbiBaeT pe-
3ynbTaT B BbIXoQHOE n3obpaxeHue out.

[Onsa gocTmxkeHns mMakcumarbHOW MPOU3BOAUTENBHOCTU MpWU NapanfenbHbIX
BblumcneHuax Ha GPU c¢ ucnonb3osaHmem CUDA HeoGxogumo yuuTbiBaTb psig on-
TUMU3ALMOHHbIX CTpaTerMn U pekomeHgauun. HekoTopble M3 KoYeBblX acnekToB
OonTUMM3ALMN BKINKOYALOT:

1. OnTnmmu3auma goctyna K namsaTu: npaBuiibHaAs opraHusauus Ooctyna K rrno-
GanbHOM NamMATU, UCNONb30BaHMNE pas3aenaemMon NaMmaTn U KILMPOBaHUS.

2. PacnpepgeneHune pecypcoB: apeKTMBHOE pacnpeneneHne notokos, 650KoB
N PErMCTpoB AN MaKCMMaribHOro UCMNOSIb30BaHUA BbIMUCIUTENBHbBIX pecyp-
coB GPU.

3. OnNTumMmM3aumnsa MHCTPYKLUMI: MCMNONb30oBaHUE cneumanbHbiX MHCTpykumn GPU,
TaKnX Kak onepauuu ¢ Yncriamu ¢ nnasaroLLlen 3anaTon, BEKTOPHbIE onepaumm
n ap.

4. Ctparterun napannenuama: Bblbop noaxoaswumx ctpaTerMi napannenuvsma
(mapannenunam no AaHHbIM, MO 3ajavam, KOMOUHUPOBAHHLIN) B 3aBUCUMOCTU
OT Xapaktepa 3agauun.

5. lNpodunupoBaHne M aHanna NPoOM3BOAUTENBHOCTU: UCMOSIb30BAHUE WHCTPY-
MEHTOB NpodunnpoBaHns n aHannsa npounssogutenoHoctn CUDA ans BbisiB-
NEeHUs y3KMX MeCT 1 ONTUMM3auUnKn Koga.

MporpammHo-annapatHbin ctek CUDA ot NVIDIA npegoctaBnset MoOLWHbIN
WHCTPYMEHTapUin Onsi peanu3aumm MacCUBHO-NapannenbHbiX BbIYMCIIEHUMA C UC-
NoSIb30BaHNEM BbIYUCINTESBbHBIX PECYPCOB rpadmnyecknx npoueccopos. bnarogaps
CBOEN apxutektype u nporpammHon mogenu, CUDA nossonsieT agpdekTUBHO pac-
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napannenueaTtb LIMPOKMMA CMEKTP 3agay, OT MNPOCTbIX BEKTOPHbIX oOnepaumi Ao
CNOXHbIX Bbl4MCEHUN B 06nactu o6paboTkn nsobpaxxeHnn, MogenmpoBaHs N ma-
LLUMHHOIO 00y4eHus.

YcnewHas peanusauusa napannenbHbix BbluncneHnin ¢ CUDA TpebyeT rnybo-
KOro MoHUMaHusa apxutektypbl GPU, nporpammHOn mogenu n onTMMM3aLMOHHbIX
cTpatermin. TwatenbHOe NPOEKTUPOBaHNE anropuTMoB, OpraHM3auusa 4octyna K na-
MSATU M pacrnpefeneHne BbIYUCIUTENbHBIX PECYPCOB MMEIOT peluatollee 3HayYeHue
ANsi AOCTMKEHUSA BbICOKON NPOM3BOANTENBLHOCTMW.

Mo mepe AanbHEWLWEro pa3BUTUS TEXHOMOMUA U NOSIBIIEHNS] HOBbIX BbIYUCIIN-
TenbHbIX 3afad, napannenbHble BbluncreHnsa Ha ocHose CUDA, HeCOMHeHHO, byayT
urpaTb BaXKHyH posfib B obecrnedyeHum TpebyembiX BbIMMCAUTENbHBIX MOLLHOCTEMN.
CoBepLueHCTBOBaHME NpOrpaMMHO-annapaTHbIX PeLeHnn U MeTOAMK napansenbHo-
ro NPorpaMMMpoOBaHns OTKPbIBAET NEPCMNEKTUBLI AN peLleHns BCE Gornee CRnoXHbIX
3aga4y B 00M1acTy Hayku, MHXEHepUM N apyrnx obnactax YernoBevyeckon AesiTernbHO-
cTh.
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